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Abstract— In this paper, we propose to embed sentences into
fixed-dimensional vectors that carry the topic information for
story segmentation. As a sentence comprises of a sequence of
words and may have different lengths, we use long short-term
memory recurrent neural network (LSTM-RNN) to summarize
the information of the whole sentence and only predict the topic
class at the last word in the sentence. The output of the network
at the last word can be used as an embedding of the sentence
in the topic space. We used the obtained sentence embeddings
in the HMM-based story segmentation framework and obtained
promising results. On the TDT2 corpus, the F1 measure is
improved to 0.789 from 0.765 which is obtained by a competitive
system using DNN and bag-of-words features.

I. I NTRODUCTION
Serving as a necessary precursor for the downstream applications [1], [2], [3], [4], story segmentation [1], [5], [6],
[7] aims to partition a stream of video, audio or text into a
sequence of topically coherent segments, each addressing a
central topic. Manual segmentation is accurate but costly both
in time and effort. Therefore, automatic story segmentation
is in high demand. As recent speech recognition technology
has been a huge success, lexical-cohesion based approaches
on speech transcripts have been gained greater emphasis. The
representation of sentences in a text is a fundamental step not
only for the story segmentation task in hand but also for many
natural language processing tasks.
By lexical cohesion, we mean that terms in a coherent
story are likely to be semantically related, and different
stories tend to use different sets of terms. By measuring
the lexical cohesiveness between consecutive sentences in a
text, a story boundary can be determined. Thus representation
of words or sentences is the first important step for story
segmentation. Traditional lexical-cohesion based approaches,
e.g., TextTiling [7], [8], only consider simple term statistics
in a sentence, e.g., using Bag-of-words (BOW) representation
or term frequency-inverse document frequency (tf-idf) score.
In contrast, topic modeling techniques were studied to provide
semantic-level cohesiveness measurement. Probabilistic latent
semantic analysis (PLSA) [9], latent Dirichlet allocation (LDA) [10] and Laplacian PLSA (LapPLSA) [11] have recently
become the commonly used topic modeling techniques for
story segmentation and related tasks [12], [13]. Note that topic
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modeling can be viewed as a kind of embedding techniques,
in which the term statistics in a text block (e.g., a sentence)
is embedded into a vector of the distribution of latent topics.
Recently, deep learning has achieved great success in varies
areas due to its strong ability of feature learning and modeling.
Thus various deep learning architectures have been explored to
learn embedding of words or sentences for different task [14],
[15], [16], [17], [18]. For example, word vector derived from
neural network language model (NNLM) can capture syntactic
and semantic information [14]. Based on word vectors, document vectors are derived by adding an additional document
weight matrix [15]. Since the semantic meaning learned from
the neural network is highly task dependent, in this study, we
explore a story segmentation task related sentence embedding
through the neural network.
Given the above lexical cohesiveness measures, a variety of
story segmentation approaches have been proposed. Popular
approaches include dynamic programming (DP) [19], [20],
[21], Ncuts [13], BayesSeg [22] and dd-CRP [23]. Particularly, hidden Markov model (HMM) [24] has been naturally
introduced to story segmentation [25], [26], [27]. A story is
treated as an instance of an underlying topic (an HMM hidden
state) and words are generated from the distribution of the
topic. The emission probability of a state is inferred by a
topic-dependent language model (LM), which is calculated
by word counting. A Viterbi decoder finds the hidden state
sequence, with a change of topic indicating a story boundary.
Recently, we have proposed a DNN-HMM approach [28],
in which, instead of using topic-dependent LM, we directly
map the word observation into topic posterior probabilities
using a fully-connected feed-forward deep neural network.
We have shown that deep neural network (DNN) is able to
learn meaningful continuous features to represent topics of a
sentence and hence outperforms traditional n-gram LM HMM
approach significantly.
In this paper, we further improve the HMM approach
by topic sentence embedding. Specifically, we use LSTM
to generate fixed-length sentence vectors by predicting topic
posterior probability at the last word in the sentence and
the output of the last word is used as the representation of
the whole sentence. Compared with the previous DNN based
approach [28] in which a sentence is represented by averaging topic posterior vectors of overlapping word sequences
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(a) Topic embedding of sentences using DNN

Fig. 1. The architecture of LSTM for topic embedding of sentences. The
output of the last word in the sentence is used as topic embedding of the
sentence.

in the sentence, the LSTM accumulates increasingly richer
information as it goes through the sentence, and when it
reaches the last word, the output of the network provides a
topic embedding of the whole sentence naturally. There are
two obvious advantages of the LSTM approach. First, LSTM
has strong ability to capture long term memory while DNN
only uses a limited fixed-length window to model context
information. Hence LSTM is more suitable to model the
dependence of words and has strong capability to explore topic
information in the sentence. Second, the LSTM constructs
sentence vector through summarizing the information of the
whole sentence rather than simply averaging the posteriors of
words within the sentence. Meanwhile, our proposed approach
also motivated by deep sentence embedding method which has
recently achieved great success in document retrieval [29] and
neural machine translation [30], [18].

(b) Topic embedding of sentences using LSTM

Fig. 2. t-SNE visualization on different embedding. (a) and (b) are the
visualization on sentence vectors derived from DNN and LSTM, respectively.
Different colors represent the topic labels of the corresponding points. Fewer
noise points within the cluster and further distance between clusters indicate
stronger discriminative capability of the feature in topic space. The data used
to generate the plot are the stories from TDT2 corpus.

II. T OPIC E MBEDDING OF S ENTENCES
A. Sentence embedding through encoding
The proposed framework of topic embedding of sentences
is illustrated in Fig. 1. An LSTM network is used to embed a
variable length sentence into a fixed-dimensional vector. The
input of the network is the word sequence in the form of 1hot vectors: s = [w1 , ..., wT ], where T is the length of the
current sentence and varies from sentence to sentence. These
1-hot vectors are projected into word vectors by using a linear
projection layer. The word vectors are then fed into the LSTM
layer one-by-one. The output of the LSTM layer is projected
to the posterior probabilities of topic classes, denoted as z =
[z1 , ..., zT ], through an affine transform and softmax layers.
Each of these posterior vectors has N dimensions where N is
the number of topic classes. Although T posterior vectors are
generated, the cross-entropy cost function is only computed on
the posterior vector of the last word zT during training. This
is to encourage the network to compress the information of

the whole sentence into just one single vector. The vector zT
is thus used as the sentence embedding. Training the LSTMRNN is achieved by the error back-propagation through time
(BPTT) algorithm [31], [32], which propagates the gradient of
the cost function from the last word all the way to the first
word.
The proposed sentence embedding framework has similar
structure as the encoder sub-network of the encoder-decoder
based machine translation framework [30]. However, we train
the embedding network directly on the topic classification task,
which is closely related to story segmentation task of interest.
As the sentence embedding vectors are the posterior vectors
of the topics, they form a representation of the topic space.
We visualize the embedding vectors to gain insight into its
discriminative capability in the topic space and compare it
with DNN derived sentence vectors [28] that is constructed
by averaging word vectors within the sentence. We run the
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t-SNE algorithm [33] to project the embedding vectors to
2-dimensional vectors for visualization. Fig. 2 (a) and (b)
are the visualization derived from DNN and LSTM based
embedding vectors, respectively. Compared with (a), there
are more compact clusters and the further distance between
clusters in (b), which indicates better discriminative power in
the topic space.
B. Sentence embedding through averaging
We also studied a simpler sentence embedding method for
comparison purpose. There are two major differences between
the simpler method and the method described in the previous
section. First, the cross-entropy cost function is computed
on all the words of a sentence. Second, the input to the
network during training is a chunk of text comprises of words
from multiple sentences. Hence, the simpler method accepts
running text and predict the topic class of each word. We
call this method as word-level LSTM (WLSTM) and the
previous method described in Section II-A as sentence-level
LSTM (SLSTM). For the WLSTM method, the final sentence
embedding can be obtained by simply averaging the word level
embedding vectors.
The WLSTM method is similar to the DNN-based method
proposed in [28], in the way that both methods predict topic
posteriors for each word. The major difference is that in the
DNN-based method, context information is obtained through
continuous bag-of-words (CBOW) representation which spans
up to 50 words in [28]. In the WLSTM method, we rely on
the LSTM network to model long term temporal information.
C. Using sentence embedding in HMM-based story segmentation
The sentence embedding discussed above are all derived
from the topic posterior probabilities. Instead of using them
as features, we can also convert them into likelihood scores
and use them in the HMM-based story segmentation [28].
In the HMM-based story segmentation, each HMM state
represents a topic class, the state transition probabilities represent the possible transition between topics, and the emission
probability of a state represents the distribution of words given
a topic. The transition probabilities matrix can be trained from
the topic transition statistics in the training data. For emission
probabilities, topic dependent n-gram LM can be used [25].
Alternatively, we can convert the topic posterior probabilities
to word likelihoods given topic classes, as proposed in [28].
The posterior-to-likelihood conversion is achieved by using the
t )p(wt )
Bayes rule: p(wt |zt = i) = p(zt =i|w
where p(wt ) does
p(zt =i)
not depend on the topic class and thus can be ignored in the
decoding. p(zt = i) is the prior probability of the topic class i.
Note that the way of converting class posterior to observation
likelihood in the Bayesian function has been used widely in
hybrid DNN-HMM approaches for speech recognition [34],
[35]. For details on using DNN derived posteriors in HMM
based story segmentation, readers are referred to [28].

TABLE I
F1- MEASURE OF T EXT T ILING AND DP

APPROACHES ON DIFFERENT
EMBEDDING FEATURES

Feature
Topic posteriors by DNN
Topic posteriors by WLSTM
Topic posteriors by SLSTM

TextTiling
0.663
0.682
0.697

DP
0.726
0.732
0.739

D. Generating Topic Labels Using Clustering
The topic label of each word is usually not readily available.
Manual topic labeling is not practical in real applications.
In order to get topic labels of words for neural network
training, we cluster the segmented stories in the training set to
predefined number of clusters using the CLUTO tool [36]. The
clustering objective is to minimize the inter-cluster similarity
and maximize the intra-cluster similarity. After clustering,
each story is assigned with a topic label and words in the
story have the same topic label. The topic-label words are
thus used for neural network training.
III. E XPERIMENTS
A. Experimental Setup
We carried out experiments on the Topic Detection and
Tracking (TDT2) corpus [2] which includes 2,280 English
broadcast news programs. We separate them into a training
set with 1, 800 programs, a development set and a testing set
each with 240 programs. All texts were stemmed by a Porter
stemmer and stop words are removed. We used F1-measure,
i.e., the harmonic mean of recall and precision, to evaluate the
story segmentation performance with a tolerance window of
50 words according to the TDT2 standard [2].
For all experiments, the nodes of the word embedding layer
in Figure 1 is set to 200. The size of vocabulary is 57, 817. For
the neural networks, we initialized the learning rate to 0.03,
and decreased it by a decay rate of 0.999. The value of the
momentum was set to 0.9. We used an L2 regularizer and set
the value to 3 × 10−6 . The GPU was used to accelerate the
training process. In the unsupervised clustering process, a kway clustering solution was used and the distance metric used
in CLUTO toolkit [36] was cosine.
B. Analysis of Topic Embedding of Sentences
The topic sentence embedding can be used as both features
in methods like TextTiling and dynamic programming, and
also probabilities in Viterbi decoding in the HMM-based
method. In this section, we first examine the use of topic
embedding as features. We compare three neural network
based topic embedding of sentences in the TextTiling [7],
[8] and DP [19], [20], [21] methods, including WLSTM,
SLSTM, and DNN-based embedding. Cosine distance is used
to compute the similarity score between sentences in the two
approaches. Table I shows the results of TextTiling and DP
on the testing set with different features. We can clearly
see that the LSTM-derived topic embedding show superior
performances as compared with DNN embedding. The best
performance is achieved by the SLSTM model.
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Fig. 3. Sentence similarity matrix dotplots for an episode of broadcast news program from the TDT2 testing set, in which the similarities are calculated based
on (a) DNN, (b) WLSTM and (c) SLSTM Posteriors, respectively. x-axis and y-axis are index of sentences. High similarity values are represented by dark
pixels. The vertical lines indicate the real story boundaries.

TABLE II
F1- MEASURE WITH

DIFFERENT NUMBERS OF TOPICS AND DIFFERENT
NUMBER OF NODES ON LSTM LAYER USING WLSTM-HMM APPROACH .

```
```Nodes#
```
Topics#
50
100
150
200

256

512

768

1024

0.727
0.739
0.752
0.737

0.732
0.747
0.765
0.748

0.738
0.758
0.774
0.756

0.740
0.761
0.770
0.751

TABLE III
F1- MEASURE WITH

DIFFERENT NUMBERS OF TOPICS AND DIFFERENT
NUMBER OF NODES ON LSTM LAYER USING THE SLSTM-HMM
APPROACH .

```
```Nodes#
```
Topics#
50
100
150
200

256

512

768

1024

0.738
0.749
0.772
0.761

0.752
0.771
0.789
0.773

0.747
0.763
0.781
0.769

0.739
0.761
0.775
0.758

Fig. 3 illustrates the sentence similarity matrix dot plots
for an episode of broadcast news program from the testing
set, which shows how good the story segmentation is. The
similarities in the three sub-figures are calculated based on
DNN, WLSTM and SLSTM embedding, respectively. The red
line indicates the ground truth story boundaries. We can see
that all dot plot figures contain dark square regions along the
diagonal delimited by story boundaries. These regions indicate cohesive topic segments with high sentence similarities.
Besides, we can see more salient blocks on the WLSTM and
SLSTM embedding (b, c), both are generated by LSTM. We
also notice that dot plot (c) has the most salient dark squares
and the least noise points outside the diagonal, which indicates
more promising segmentation results.
C. Results of the WLSTM-HMM approach
We investigate the WLSTM-HMM model to see whether
explicit sequential modeling based on LSTM benefits the story
segmentation performance. Different numbers of memory cells

TABLE IV
F1- MEASURE OF THE PROPOSED LSTM-HMM APPROACH AND THE
DNN-HMM APPROACH IN [28].
Approach
DNN-HMM [28]
WLSTM-HMM
SLSTM-HMM

F1-measure
0.765
0.774
0.789

and topics classes are examined. As shown in Table II, the
topic number ranges from 50 to 200 and the number of
memory cells on the LSTM layer ranges from 256 to 1024.
The F1-measure improves when the number of memory cells
increases from 256 to 768 and it begins to decrease when the
number is 1024. Meanwhile, with a fixed number of memory
cells, the F1-measure first increases when the cluster number
increases from 50 to 150 and then it decreases when the cluster
number is larger than 150. When the cluster number is 150
and the LSTM cell number is 768, we have the highest F1measure of 0.774, which is higher than 0.765 of the DNNHMM approach [28]. Note that both DNN embedding [28] and
WLSTM embedding predict topic posteriors for each word and
summarize the whole sentence information through averaging.
The result has confirmed that explicit sequential modeling
using LSTM is beneficial.
D. Results of the SLSTM-HMM approach
We evaluate the performance of the SLSTM embedding
in this section with the HMM-based method. As shown in
Table III, when the topic number is 150 and the LSTM cell
number is 512, we have the best F1-measure of 0.789 that is
higher than 0.774 of WLSTM-HMM model. The results show
that it is more effective to compress the topic information of
the whole sentence into one vector than to averaging the word
level topic embeddings in WLSTM.
We compared the proposed SLSTM-HMM approach with
the WLSTM-HMM approach and the DNN-HMM [28] approach. From Table IV, the F1-measure of the proposed
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TABLE V
F1- MEASURE COMPARISON WITH STATE - OF - THE - ART METHODS .
Approach
TextTiling [7]
HMM [25]
PLSA-DP-CE [13]
BayesSeg [22]
DD-CRP [23]
DNN-HMM [28]
WLSTM-HMM (this study)
SLSTM-HMM (this study)

F1-measure
0.553
0.637
0.682
0.710
0.730
0.765
0.774
0.789

SLSTM-HMM approach outperforms all the other approaches.
The F1-measure improved from 0.765 of the DNN-HMM
approach (with DNN-derived topic posteriors) to 0.789 of
the proposed SLSTM-HMM approach (the differences are
significant at p < 0.01 [37]) .
E. Comparison with state-of-the-art methods
We also compared the proposed approach with several
state-of-the-art methods on the same corpus. The results are
summarized in Table V. We can clearly see the proposed
SLSTM-HMM approach outperforms all the methods in the
comparison. The superior performances demonstrate that LSTM has strong topic modeling ability at the sentence level
and it provides a promising way for detecting story boundaries.
IV. C ONCLUSIONS
In this paper, we have proposed a topic sentence embedding
approach to story segmentation. Specifically, we use long
short-term memory - recurrent neural network (LSTM-RNN)
to map word observation to topic posterior probabilities and
the whole sentence is represented by the topic posterior of
the last word in the sentence. We call it sentence level
LSTM embedding (SLSTM). An HMM is used to model the
transition between topics. The Viterbi algorithm is used for
decoding the word sequence into topic sequence, from which
the story boundary can be identified when the topic changes.
Experiments on TDT2 corpus show that the proposed SLSTMHMM approach outperforms the previous DNN-HMM approach significantly and achieves state-of-the-art performance
in story segmentation. Since the topic embedding of sentences
has powerful discriminative capability in the topic space (as
shown in Fig. 2), in the future, we plan to use it in other tasks,
such as topic classification and tracking [38].
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[30] K. Cho, B. Van Merriënboer, C. Gulcehre, D. Bahdanau, F. Bougares,
H. Schwenk, and Y. Bengio, “Learning phrase representations using
rnn encoder-decoder for statistical machine translation,” arXiv preprint
arXiv:1406.1078, 2014.
[31] P. J. Werbos, “Generalization of backpropagation with application to a
recurrent gas market model,” Neural Networks, vol. 1, no. 4, pp. 339–
356, 1988.
[32] M. P. Cullar, M. Delgado, and M. C. Pegalajar, “An application of nonlinear programming to train recurrent neural networks in time series
prediction problems,” in Proc. ICEIS, 2005, pp. 35–42.
[33] L. v. d. Maaten and G. Hinton, “Visualizing data using t-sne,” Journal
of Machine Learning Research, vol. 9, no. Nov, pp. 2579–2605, 2008.
[34] D. Yu and L. Deng, Automatic Speech Recognition - A Deep Learning
Approach. Springer, 2015.
[35] H. A. Bourlard and N. Morgan, Connectionist speech recognition: a
hybrid approach. Springer Science & Business Media, 2012, vol. 247.
[36] G. Karypis, “Cluto-a clustering toolkit,” DTIC Document, Tech. Rep.,
2002.
[37] P.Koehn, “Statistical significance tests for machine translation evaluation.” in Proc. EMNLP, 2004, pp. 388–395.
[38] J. Allan, J. G. Carbonell, G. Doddington, J. Yamron, and Y. Yang, “Topic
detection and tracking pilot study final report,” 1998.

APSIPA ASC 2017

